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Getting Started
The distribution disk contains the TaylorFit program, sample project and data files, and sample output files. The TaylorFit program is PF.EXE. This program can identify and fit multivariable polynomial models to data, and generate goodness-of-fit statistics, predictions and residuals. 

***** Installation

The enclosed disk should have the following files:

Program files:
TaylorFit99.EXE	Model fitting program
PF.INI	Initialization file template

Data and initialization files:
RETAIL.TXT	Example data file
LYDPINK.TXT	Example multivariate time series data file\

RETAIL.INI	Initialization file
LYDPINK.INI	Initialization file

Example output files:
RETAIL_1.PFM	Model file for multilinear regression
RETAIL.PFM	Model file for multiple polynomial regression
RETAIL_1.PFT	Results of test of RETAIL_1.PFM
RETAIL.PFT	Results of test of RETAIL.PFM

Copy all of the programs into a single directory, such as C:\PF.  The data and initialization files can be in a different directory from the program if the program resides in a directory in the PATH. 


***** Steps in Modeling

1)	Data conditioning

a)	Form flat file structure; that is, the data should be in the form of a rectangular table, each column representing a different variable, each row a different set of measurements of those variables. 
b)	Graphically examine the data: plot the dependent variable versus each other variable, and, if the dataset is a time series, plot each column versus time; examine histograms of each variable;
c)	Fill in missing data or eliminate the row; one way to fill in missing data is to use the mean of the column or interpolate adjacent values, but do not do this if there are too many missing values; 
d)	Watch for outliers and influential points; these may appear as points that stand apart from the others in the graphical examination; 
e)	If time-series, make sure data are equally spaced and there are no missing data;
f)	If possible, provide two or three similar datasets, or one dataset that can be partitioned into two or three parts, for cross-validation. Make sure each dataset is “comparable” in range, shape, geometry, etc. In other words, they should “look” similar. The three datasets are designated:
i)	FIT:	Used to compute coefficients of model;
ii)	TEST:	Used to compute global statistics used in stepwise procedure;
iii)	VALIDATE:	Used to see if the model produced using the Fit and Test datasets is capable of making good predictions when used with an independent dataset. Often data are scarce. It may be necessary to do without a separate Validate dataset, or to use a single dataset for both Fit and Test purposes. 

2)	Perform fit
Start with linear model, and one multiplicand. 
	Iterate

Repeat the step 2, sequentially increasing lags, multiplicands, and list of exponents, until the model can no longer be improved using the FIT and TEST datasets.

	Validate
Check model predictions with a dataset that was not used in the fitting process (the VALIDATE dataset). 


***** Using TaylorFit


Program PF.EXE must be run from within Windows. The steps in using the program are:

1. Start the File Manager, and select the directory containing the data and initialization files.
2. Create an initialization file for the job you are about to do. You can do this by copying an existing initialization file, such as PF.INI, to a new name. We will use the name job.ini as an example. 
3. Edit the initialization file to set the conditions for the fitting job. The format of the initialization file is described below. 
4. Using the file run command from within File Manager, run the following command:
	PF job.ini
5. If “batch” mode was set in the INI file, the program will run by itself, generate a model file, and exit when done. Otherwise: Strike a key to get past the startup screen, and the program menu will appear. 

***** Data File Format

The data file must be an ASCII dataset arranged in rows and columns. Be sure there are no missing data. All rows must have the same number of columns, delimited by spaces, tabs, or commas. Each row is a separate coordinate set; each column is a separate dependent or independent variable. The first column is considered to be “column number one” by the program. The datafile cannot have any comment lines or text. As an example, we will use the file RETAIL.TXT. 

***** Modifying the Initialization File

The initialization file sets the parameters for the fit, as well as some operational conditions. The following is an example INI file: 

// POWERFIT PROJECT FILE
VERSION		1.0
FITFILE		retail.txt   0   0
TESTFILE		retail.txt   0   0
EXPONENTS		1  2  -1
LAGS			0
MULTIPLICANDS	1  2
DVCOL		1
USE_LAGGED_DV	N
MODE		auto
MODEL_IN	
MODEL_OUT	retail.pfm
CRITERIA		7

Starting with the third line, “FITFILE”, each line contains an invariable uppercase label, followed by arguments set by the user. Each of these will be described here. 

// POWERFIT PROJECT FILE
VERSION	1.0

The first line is not used by the program. You can add your own notes to the first line, or after the version number on the second line.

FITFILE	retail.txt   0  0

This line tells the program the name of the datafile which will be used to estimate the coefficients of the model, followed by two integers indicating the first and last lines of the file which should be used. Zeros for the two integers default to the first and last lines in the file, respectively. The datafile cannot have any comment lines or text.

TESTFILE	retail.txt  0  0

This line tells the program where to get the data for computing the goodness-of-fit criterion. In this case the TESTFILE is the same as the FITFILE, but this is not necessarily the case. In fact, if there are sufficient data available, it is always better to use different datasets. In this case, we could have used the first forty lines of the file for fitting, and the rest for testing: 

FITFILE	retail.txt  0  40
TESTFILE	retail.txt  41  0

This greatly reduces the possibility of overfitting, and makes it more certain that the resulting model will generalize to independent data.

EXPONENTS	1 2 -1

This line give the exponent list which the program will use to select possible exponents in the model terms. The exponents may be integer or non-integer, positive or negative. Zero is included by default, and should not appear in the list. Including negative values, as in the example, enables ratios of independant variables to be tested for model inclusion. 

LAGS		0

The keyword LAGS is followed by an integer-only, non-negative “lag list”. These give the values of lags which the program will test for model inclusion. A lag list containing only zero, as in the example, indicates the fit will be a multiple regression, and not a time-series. Use of integers greater than zero enables the program to check previous lines in the datafile for predictive ability. For example, “LAGS  1  2” enables the program to seek the multivariable polynomial equivalent of an AR(2) model. “LAGS 1  7” enables a search for seasonal effects. 

MULTIPLICANDS	1 2

This keyword takes a list of integer arguments; in this case 1 and 2. These represent the number of multiplicands a single term of the polynomial model may have. For example, if Y is to be regressed onto independent variables Q, R, and S, terms with one multiplicand include Q, or Q2, or S-1, etc. Examples of terms with two multiplicands include Q*R, or R*S2, etc. The intercept is always a candidate term, although you can remove it from the model manually. Multiplicand list {1, 2} is usually sufficient, and rarely are you likely to need {1, 2, 3}. 

A strategy for setting the previous three arguments is to initially set the lists for EXPONENTS and MULTIPLANDS to {1}, and LAGS to {0} for regression, or {1} for time-series. This will result in a multilinear regression or AR(1) model. Then, increase each list incrementally, changing the multiplicand list to {1, 2}, fitting again, then sequentially adding exponents (and lags if time-series). 

DVCOL		1

This keyword takes an integer argument indicating which column in the datafiles are to be used as the dependent variable. 

USE_LAGGED_DV	N

The argument for this keyword is either Y (Yes) or N (No), and is used only if non-zero lags are in the lag list; i.e. the model being fitted is a time-series. If the argument is Y, then lagged values of the dependent variables will be checked for inclusion in the model. If no, only lagged values of independent variables will be checked. If you are fitting a univariate time-series, this argument must be “Y”. 

MODE		auto

There are three modes: Manual, Auto, and Batch. In manual mode, the stepwise regression will stop after each cycle and let the user choose which term to add to or remove from the model, from a list of the ten best candidate terms. In auto mode the program will automatically choose the best candidate term from the list, and continue to the next fitting cycle, until the model cannot be improved by adding or removing any single term. Batch mode is similar to auto, except that the program runs completely without input/output with keyboard or screen, and when done it simply writes the new model to a file and exits the program. 


MODEL_IN		

The argument to this keyword is either empty or is the name of a model file which has been previously generated by the program. This allows the user to continue working with a previously generated model, adding or removing terms by changing criteria or fitting parameters. For example, you could start with a previously fitted multilinear model, and continue the fitting with more exponents and multiplicands to convert it to an MPR model. 

MODEL_OUT	retail.pfm

The argument to this keyword tells the program what to name the model file which is generated when the fitting is completed. The program also saves a model file during the fitting process at the end of each cycle, which is named MPR.SAV. That file can be used to recover work should the computer crash during a long job. 

CRITERIA	7

The CRITERIA argument is an integer which selects how the program will decide which of the candidate terms is the “best”. In manual mode the list of ten choices are sorted according to the selected criterion. 

Keep in mind the following. For purposes of sorting the candidate terms to determine which is the best for inclusion in the model, t-statistics are always computed using the FITFILE, while global statistics (including F-statistic, MSE, AIC and BIC) are always computed using the TESTFILE. If you want to sort candidate terms according to a global statistic of the FITFILE, then choose the TESTFILE to be identical to the FITFILE. 

The choices of criteria are:

1. Maximum t-statistic: The program will add terms which has the highest t-statistic in the regression, and only if the confidence level (c.l.) is greater than 95% and at the end of each cycle will remove terms with c.l. less than 90%. Note that this criterion can only be computed for the FITFILE dataset. The TESTFILE dataset statistics are computed, but not used in selecting terms. 
2. Maximize F-statistic. (Note that this is not a true F-statistic as defined for linear models.)
3. Minimize Mean-Square-Error (MSE): 
4. Minimize Akaike Information Criterion (AIC). 
5. Minimize Bayesian Information Criterion (BIC). 
6. Maximum t-statistic (of FITFILE), but only add the term to the model if it also results in an increase in the F-statistic of the TESTFILE (Auto or Batch modes only).
7. Maximum t-statistic (of FITFILE), but only add the term to the model if it also results in an increase in the MSE of the TESTFILE (Auto or Batch modes only).

Current recommendations are: If the FITFILE and TESTFILE are identical, use a conservative criterion, preferably F-statistic, alternatively the AIC or BIC. When using independent FITFILE and TESTFILE (cross-validation), use F or MSE as criterion. Graphically examine both datafiles to ensure that they are not greatly different to the eye, such as having greatly different ranges, noise levels, “smoothness”, etc. If you cannot ensure this, then it is possible that a single model would not be adequate to describe both datasets, and you should consider not cross-validating. 

***** Using the Program Menu

The program is operated from a text-based menu. Menu items are selected by typing the corresponding number of the item, and striking <enter>. The top-level of the menu looks like this:

	0-Quit   1-Method   2-Fit   3-File   4-View

The following is a complete description of the commands:

0-Quit:  Exits the program. If a new model has been generated, the program will prompt you to save it.

1-Method:  This allows you to change many of the parameters which were set in the INI file at the start of the job:
	0-Previous menu:  	Returns you to the main menu 					level.
	1-Exponent:		Allows you to change the list 						of exponents.
	2-Lags:		Allows you to change the list 						of lags.
	3-Multipliers:		Allows you to change the list 						of multiplicands.
	4-Normalization:	Selects whether or not to 						normalize before fitting 
				(best to leave this alone). 
	5-Tolerance		Sets SVD convergence criteria
 				(again, best left alone).
	6-Include Dependent Terms? 
			Same as USE_LAGGED_DV in INI file. 


2-Fit:  This selects for the type of fitting, and can start the fitting process.
	0-Previous menu:  	Returns you to the main menu level.
	1-Fit			This starts the fitting cycles.
	2-Manual mode	Sets the program to manual mode.
	3-Auto mode		Sets the program to automatic mode.

3-File:  Performs various file I/O chores.
	1-Read Model File:	Reads in a previously-saved model file, overwriting any 
 				current model.
	2-Read Fitting Data File:	Reads in a new FITFILE.
	3-Read Test Data File:	Reads in a new TESTFILE.
	4-Save Model File:		Writes the current model to a disk file.
	5-Save Predictions:		Uses the current model to make predictions for both the FITFILE and the TESTFILE. The resulting file has a default name like the model file, with extension *.PFP. Three columns are written: 
		Y-data; Y-predictions; error

4-View:  Causes the current model to be written on the screen. 
Example Fitting Job
Follow the steps below to learn how to use the program using RETAIL.TXT as an example.  
·	Start Windows File Manager and select the directory containing the datafile.  
·	Click once on the INI file (RETAIL.INI). 
·	Type <Alt-F>, <R>, <Home>, PF(space). 

The resulting line should look like:  PF RETAIL.INI.  This sets up the program to do stepwise multilinear regression.  We will then expand the possible candidate terms to discover nonlinearities in the data.  
·	Hit <enter> twice.  The program reads the data files, then a menu appears.  Items in all menus are selected by typing a number, then <enter>.  
·	Select <2> for fit, <2> again for automatic mode, and <7> to optimize by t-statistic constrained to minimize mean squared error (MSE).  
The program will then automatically find the best multilinear regression model for the data.  The screen will show the progress as each candidate term is checked.  After each cycle of candidate terms, the ten best candidate terms will be displayed, followed by a new current model showing the terms and global goodness-of-fit statistics.  


The display of the current model will look something like this:

N/D ivColNo lag exp . . .  Coeff  tStat  Max  Min  SSErem  
1) 1 6 0  1.0  0 0  0.0  5.2726e-01 12.33 7.70e-01 3.70e-01 1.438e-01
2) 1 0 0  0.0  0 0  0.0  1.6079e-01  6.17 0.00e+00 0.00e+00 6.195e-02
3) 1 2 0  1.0  0 0  0.0  4.5019e-02  1.94 9.30e-01 7.00e-02 3.724e-02
4) 1 2 0 -1.0  3 0 -1.0 -5.2444e-02 -5.34 4.76e+00 7.17e-02 5.505e-02
5) 1 1 0 -1.0  4 0  2.0  6.5687e-02  4.44 1.03e+00 1.00e-02 4.868e-02
6) 1 3 0 -1.0  7 0 -1.0  9.5725e-03  2.29 1.11e+01 9.80e-02 3.830e-02

DF, NP, ND, TSS, SSE:
  48  6  54  0.188  3.452e-02
RSQ, CRSQ, MSE, FSTAT     :
  8.160e-01  1.840e-01  7.192e-04  3.55e+01
logCRSQ, logMSE, AIC, BIC    :
  -7.353e-01  -3.143e+00  -2.921e+00  -2.951e+00

The six numbered rows each stand for one term in the current polynomial.  Each column of these rows has the following meaning:
Col 1:	Number of term within model (note this appears only on screen, not PFM file.)
Col 2:	Reserved for future use.  Currently set to 1 in all cases.  
Col 3:	Indicates column number of first multiplier in term.  Note that the first column of the dataset is numbered one. 
Col 4:	Indicates lag of first multiplier in term.
Col 5:	Indicates exponent of first multiplier in term.
Cols 6-8:	Column number, lag and exponent of second multiplier in term
Col 9:	Coefficient of multiplier.
Col 10:	t-statistic of coefficient.
Col 11-12:	Maximum of minimum of term computed over the data.  This is used in the model testing program to indicate the applicable range of the model.
Col 13:	The sum of squares of the errors for the current model if this term only were removed from the model.  This is used to test the significance of the term.  

In more conventional notation, the above model is:
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Note that if the maximum number of multipliers were 1, columns 6 through 8 would not appear, and if the maximum number of multipliers were more than two, there would be three additional columns for each additional multiplier. 


The terms are followed by a variety of global statistics which may be used to compare overall goodness-of-fit:

DF	Degrees of freedom
NP	Number of parameters (terms) in the current model
ND	Number of data used in fitting
TSS	Total sum of squares of the dependent data
SSE	Sum of squares of the errors
RSQ	R-squared = (TSS-SSE)/TSS
CRSQ	“Complementary” R-squared = 1-RSQ = SSE/TSS
MSE	Mean squared error = SSE/df
FSTAT	F-statistic = MSR/MSE, where MSR = (TSS-SSE)/np
logCRSQ = log10(CRSQ);  		
logMSE  = log10(MSE)
AIC	Akaike Information Criterion = log10(MSE) + 2np/df
BIC	Bayesian Information Criterion = log10(MSE) + log10(nd)np/df

When the model cannot be improved according to the selected criteria, the program will return to the menu.  You can exit at this point or use the file menu to save the current model for later testing.  To save the model type <3>, <3>, then a file name with extension “.PFM”.  What you have now is the same as what would be found using forward addition stepwise multilinear regression.  The distribution disk already has this model saved as retail_1.pfm.  Instead of exiting, let’s change the model fitting parameters to include nonlinear terms to demonstrate the improvement that can result:  
·	Select <1> for method, then <1> for exponents.  Type “-1, 1, 2”, then <enter>.
·	Select <3> for multipliers, then “2” to allow up to three independent variables at a time in each term.  
·	Select <0> to return to the main menu, then <2>, <2> and <7> as before.  
·	When the program returns to the menu, type <0> to exit, and save the model as retail.pfm, as prompted.  The model described above is actually this file.  The multilinear regression model is as follows:
·	
N/D ivColNo lag exp . . .  Coeff  tStat  Max  Min  SSErem  
1  6 0  1.0     4.5824e-01     8.08   7.70e-01   3.70e-01   1.580e-01
1  0 0  0.0     1.8104e-01     5.12   0.00e+00   0.00e+00   1.048e-01
1  2 0  1.0     1.2909e-01     5.00   9.30e-01   7.00e-02   1.032e-01

DF, NP, ND, TSS, SSE:
  51  3  54  0.188  6.927e-02
RSQ, CRSQ, MSE, FSTAT     :
  6.309e-01  3.691e-01  1.358e-03  2.91e+01
logCRSQ, logMSE, AIC, BIC    :
  -4.328e-01  -2.867e+00  -2.756e+00  -2.771e+00

This model corresponds to the equation:  
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Note that the R2 for the multiple polynomial model is 0.816, while for the multilinear model it is 0.631.  However, the improvement in R2 is only part of the story.  The nonlinear model shows nonlinearities and interactions the MLS model cannot. The variables in the dataset are:
X0	Gross margin (dependant variable)
X1	Sales as percent of maximum
X2	Market share
X3	Years store was at location
X4	Store quality index
X5	Competition intensity
X6	Ratio of supplies/equipment sold
X7	Ratio of walk-in sales to deliveries
It shows behaviors such as saturation effects.  More detail is included in the paper in the appendix, “Analysis of a Retail Business”.  You can examine the PFM files directly with an editor.  It includes additional information such as maxima and minima of the original data, and the covariance matrix for the coefficients.  The real use of the PFM file is to use it with a program to generate residuals and other statistics.  This is done currently with a separate program called PFTEST, described below.  
As a second example, try performing a nonlinear time-series analysis of LYDPINK.TXT.  This is the classic data which gives annual sales (column 0) and advertising budget (column 1) of the Lydia-Pinkham Company.  To run it, follow the same steps as for the RETAIL.TXT problem.  Then, from the main menu, enter the METHOD menu item and change the parameters to the following:
Exponents:	-1, 1, 2
Lags		0, 1, 2, 3
Multipliers	1, 2
Then run the fit as before, except when nonzero lags are included, the program will ask whether to treat lagged dependant variables as independant variables.  You should answer “yes”.  The result is a noninear function to forecast sales based on previous years’ sales and current and previous years’ advertising budgets.  This example shows one of the practical uses for MPR modeling.  Such a forecast would be useful for determining what level of advertising would optimize profits.  

Known Bugs
In manual mode, after asking the question “Do you want to continue,” the program dumps you back to the menu level. You must type “2”, and then “1” to begin another fitting cycle. 

Modeling tips, pitfalls, etc.:

The first step should always be to graphically examine the data. Compare fit, test and validation data for lack of similarity, unique situations, different ranges. This step is ignored at great risk to the modeler!

Plot each variable vs. each other variable and compute linear cross-correlations among all variables. Present cross-correlations as a matrix. 

The final step should always be graphical examination of residuals. The residuals should be plotted versus the predictions and versus each independent variable in turn. The purpose of the modeling is to remove any apparent trends in these plots. 

The stepwise algorithm does not always converge on a global optimum. This is often not a problem; sub-optimal is usually good. However, you can try adding and removing terms in manual mode to find better models closer to the optimum. 

Sometimes it helps to start by fitting to one independent variable (i.v.), then add terms that include other i.v.’s. For example, in fitting wastewater treatment plant data for influent flow vs. time of day and lagged flow, first fit best model using time of day only, then allow terms with lagged flow.

It's usually better to first add in all linear terms manually, and then increase the exponent list and multipliers to include nonlinear terms. Then use backward elimination to pare the model. 

Herrington also did the following: he fit a fundamental model to the data, taking into account as much as possible. Specifically, he obtained the tidal components of waves near an ocean outlet of a bay. Then, he used MPR to discover correlations between empirically related components like wind and off-shore wave parameters, and found interactions between them and the fundamental components. [T.O. Herrington, Jr., Determination of Dominant Nearshore Hydrodynamic Forcing Adjacent to a Tidal Inlet and Submerged Artificial Reef, Ph.D. Thesis, Stevens Institute of Technology, June 1966.]

Herrington also smoothed some of his data by moving averages. This could be appropriate if you plan to space out your lags, e.g. 1, 5, 10, . . . Otherwise, consider letting the program separate out the noise for you. 

CHANCE CORRELATION: If you fit a random variable to 20 random variables, accepting 95% confidence level, you will find correlations. I tried it with two multipliers and three exponents, and got better than 50% R2. But if you use cross-validation, no spurious correlations are found. 

Cross-validation (separate fit and test datasets) prevents overfitting and chance correlation. 

If not using cross-validation, the number of candidate terms should not be allowed to exceed one-tenth to one-sixth of the number of data, and absolutely should not exceed the number of data. 

Some problems, such as influential points, are avoided by partitioning the data and modeling the parts separately. For example, if you have marketing data on men and women, but 95% of the data are for men, then it would be better to separate them and form two different models - one for the men and one for the women. 

When partitioning multivariate data, do a multiple sort (stratified sampling). It might be necessary to bin the variables (sort into groups, number the groups, and sort on the number) so that one variable doesn't dominate the sort. 

When rearranging the data, such as by sorting or stratified sampling, by combining datasets, etc., keep an index variable so you can trace each row back to the original data. This will be necessary when examining residuals. 

A related problem is that sometimes you might be interested in modeling one part of the data more than other parts. For example, in modeling the effect of rainfall on river flow, you might only be interested in wet periods, which might comprise a small portion of the total dataset. Ultimately the software may include weighting coefficients, but for now the only approach is to cut out some of the data to reduce its weight, or replicate other areas to increase their weight. Or the data could be partitioned to model dry season separately from wet season. 

If a time-series varies slowly, it is easy to get high R2 values, even with naïve models. In this case it would be more meaningful to difference the data, and model the difference. Sometimes this is not sufficient, so it might be necessary to censor the data to weight regions with larger amounts of change. 

For time-series with long lags, you can cut the number of variables by using a variable integrated lag approach. That is, use as lagged variables linear combinations of lagged variables, such as averages of lagged variables, where you use longer averaging periods the further back in time you go. For example, create independent variables from lag 1, avg(lag 2-3), avg(lag 4-7), avg(lag 8-15), etc. 

If the data show sharp changes, discontinuities, or high-frequency transitions, it may be necessary to use a high degree polynomial (say, six or eight, or even higher). And, it would be necessary to include terms with lower degrees at the same time. (Example: plant motion data.)

A conservative approach to polynomial fitting would be to start with the best linear model; examine residuals for evidence of nonlinearity; only if such evidence is found graphically, add a small number of nonlinear terms and only until graphical evidence of nonlinearity is eliminated. 

Another conservative approach is to limit nonlinear terms to very few in number, regardless of fitting criteria, or to use a much stricter criteria, such as a very large reduction in MSE (10%, 20%, whatever).  Check plots of residuals. Add terms only when there is a visually obvious improvement or a very strong improvement in th criterion. 

Nonlinearities may be hard to find unless noise level in the data is very low. In our experience, when R2 is 0.75 or lower, the nonlinearity is often masked, and only linear terms are significant. Unless the nonlinearity is strong, it may not show up unless R2 is 0.8 or 0.9, or if there are a very large number of data points. 

If coefficients turn out to have very large or small coefficients, you might want to change the units of the independent variables. For example, if you are using concentration in mg/L with a range in the 1000s, and a volume/volume ratio in milliliters per liter, in the range of 100s, then their interaction will be up in the 100,000s. Switch to grams per liter and liter per liter to get both numbers into a smaller scale. 


